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Abstract

Abbreviations are commonly found in-
stances of synonymy in Biomedical journal
papers. Information retrieval systems that
index paragraphs rather than full-text arti-
cles are more susceptible to term variation
of this kind, since abbreviations are typi-
cally only defined once at the beginning of
the text. One solution to this problem is
to expand the user query automatically with
all possible abbreviation instances for each
guery term. In this paper, we compare the
effectiveness of two abbreviation expansion
techniques on the TREC 2006 Genomics
Track queries and collection. Our results
show that for highly ambiguous abbrevia-
tions thequery collocatioreffect isn’t strong
enough to deter the retrieval of erroneous
passages. We conclude that full-text ab-
breviation resolution prior to passage index-
ing is the most appropriate approach to this
problem.

Introduction

such asrelevance feedbaciRuthven and Lalmas,
2003), have been shown to improve retrieval perfor-
mance, there are many examples where query effec-
tiveness has been significantly downgraded. How-
ever, in terminology rich domains where word sense
distributions are heavily skewed, query expansion
has been shown to have more of a consistent pos-
itive effect on retrieval performance. This trend is
particularly evident in the passage retrieval task in-
vestigated at the TREC (Text REtrieval Conference)
Genomics Track (Hersh et al., 2006).

In this paper, we investigate the impact of vari-
ous expansion term types on passage retrieval ef-
fectiveness in the biomedical domain. Our re-
sults show that expanding with ontologically related
words (synonyms, hypernyms, hyponyms) signif-
icantly improves performance; however, abbrevia-
tion expansion shows more inconsistent results sim-
ilar to those seen in general domain expansion ex-
periments. One would expect that the performance
of IR systems that index paragraphs rather than full-
text articles would greatly benefit from this sort of
expansion, since abbreviations are typically only de-
fined once in an entire document.

We report the results of our investigation on the

Query expansion is a well-known technique used ifReC 2006 Genomic retrieval task. We compare
Information Retrieval (IR) to address the problem of,,, apbreviation expansion techniques: the first
lexical variation between the query and semanticallyy4s apbreviations found in the ADAM database
related terms in relevant documents (Efthimiadisyf 5ppreviations (Zhou et al., 2006a); the second,

ogy, and the Arts and the Australian Research Council throu
Backing Australia’s Ability and the ICT Research Centre of E

1996). While on average query expansion methodg§ses 5 pseudo relevance feedback strategy to iden-

National ICT Australia is funded by the Australian Govern-tify query term abbreviations in the full-text docu-
ment's Departmenof Communications, Information Technol- ments of an initial set of retrieved passages. Despite

cellence programs.
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%e benefit of mutual disambiguation across query

terms, referred to as thopiery term collocation effect



(Krovetz and Croft, 1992), both approaches redude these clusters make sense.

retrieval effectiveness, leading to the conclusion that The TREC Genomics Track was established in

abbreviation resolution in the document collection is2003 with the aim of supporting the evaluation of

more appropriate than expansion. information retrieval systems capable of answering
Another contribution of this paper is our novelthe types of questions typically posed by genomi-

concept-based IR ranking method. This rankingists such as:

method is an adaptation of the Okapi method, en-

hanced so as to deal with multi-concept queries de- ® What is the role of gene A in disease B?

rived from natural language questions. Our method

ensures that passages containing at least one occur® What effect does gene A have on a particular

rence of all the query concepts out-rank passages biological process?

that contain many occurrences of only one of the

concepts. We also describe a paragraph reduction® How do genes A and B interact in the function

strategy that increases the TREC defined answer ex- Of @ specific organ?

traction accuracy score of our system. Finally, we

discuss our plans for future work e How do mutations in gene A influence a partic-

ular biological process?

2 Information Retrieval for Functional

. Each of these four query templates were investi-
Genomics

gated at the 2006 Genomics Track. In all, 28 queries
Biomedical text retrieval is a very active area of reWere evaluated on a collection of full-text journal pa-
search, driven by the biomedical community’s nee8€rs, where the task was to retrieved relevant answer
for high precision systems that answer specific bRassages rather than full-text documents. In the fol-
ological questions not captured in the plethora dPWing section we describe our novel genomic re-

database resources (of varying quality) containin§i€val system.
different types of biological information. Two dis- L
tinct user information needs have been recently i SyStém Description

vestigated by the IR communityclinical text re- In this section, we describe the different components

tnevalh(wh|ch SUIC;fE;OI"[? pat;ent—cen_tre;d fl|nlqal r(Ia'in our Genomic IR architecture. Our IR system is a
search or care) arfdnctional genomic text retrieva version of the Zettair engifethat we have specifi-

(Whlch supports res.earchers involved in Iaborator.ga”y modified for passage retrieval and biomedical
experiments). In this paper, we focus on genomlguery term expansion

retrieval. An interesting overview of evidence-base
medical retrieval in the clinical domain can be foundcgjiection Preprocessing

in (Lin and Demner-Fushman, 2006). _ _ _
Functional Genomics is the study of gene and pro'l_'he TREC collection consists of full-text journal ar-

tein function and interaction at a molecular IeveltICIes obtained by crawling the Highwire siteThe

and the effects of this interaction on biological pro—fu” collection co'ntalns 162,259 documents and is
ut 12.3 GB in size when uncompressed. Af-

cesses that results in phenotypic outcomes (suak?o i X
as disease) in organisms. An important yet ver r preprocessing, t_he whole collection becomes 7.9
time-consuming part of the functional genomics B. The collection is pre-processed as follows:
pipeline for researchers involves arriving at bio-
logically motivated explanations for the output of
bioinformatics-based clustering techniques such as
gene expression profiling. Since a single experiment
can involve thousands of genes, even a competent
biologist needs to turn to a search engine to deter- inyp:/www.seg.rmit.edu.au/zettair/
mining whether the functional dependencies found 2http://www.highwire.org

Paragraph Segmentation: for evaluation purposes
the Genomics Track requests that the ranked
answer passages must be within specified para-
graph boundaries.
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Sentence Segmentation: all sentences within parAliasesandOther Designationgields, for the gene,
graphs are segmented using an open soureee added to the query.
tool 3 For all disease and biological process mentions in
the query, we use the MeSHaxonomy of medical
Character Replacement: Greek characters repigrms to find their synonyms (using tEatry Terms
sentedby gifs are replaced by textual encod-andSee Alsdields). The terms’ hyponyms (descen-
ings; accented characters such &S br “A”  dants) and hypernyms (ancestors) in the MeSH tree
are replaced by “A’; Roman numbers are restructure are also used as expansion terms.
placed by Arabic numerals. These replace-
ments are very important for capturing varia-Gene Variant Generation

tions in gene names. As well as expanding with synonyms, we use a
“gene variant” generation tool to generate all the

Removal: all HTML tags, very short sentences,qqihe variants for both original query terms and
paragraphs with the headidgbreviations, fig- oy ,anded terms. Our segmentation rules are similar

ures, tables and some special characters sugfly,ose ysed by (Buttcher et al., 2004). We describe
as hyphens, slashes and asterisks are remov%gj'T rules as follows:

(Trieschnigg et al., 2006) has shown that small
changes in the tokenisation strategy such
these improve the performance of biomedic
IR.

Given a gene name containing a hyphen or punc-
Bation, or a change from lower case to upper case,
r from a character to a number (or vice versa), or
a Greek character (e.g. “alpha”), we call thisgit
point. A word is split according to all its split points,
and all variants are generated by concatenating all
Once the collection has been indexed, querying cahese split parts, optionally with a space inserted.
begin. In the 2006 Genomics Track, each query agreek characters are also mapped to English vari-
topic contains at least two biological concepts or erants, e.g. “alpha” is mapped to “a”.
tities which could be a gene (“NM23”), a protein  For example, on the query term “Sec6lalpha”, we
(“p53”), a disease (“ovarian cancer”) or a biologi-would generate the following lexical variants which
cal process (“ethanol metabolism”). TREC simpli-are also commonly used forms of this term in the
fies the query preprocessing task by ensuring that @bllection: “Sec 61alpha”, “Sec61 alpha”, “Sec 61
topics conform to the query templates discussed @ipha”, “Sec 61a”, “Sec61 a”, “Sec 61 a”, “Sec61a”;
Section 2. The following is a sample query, Topic |n phrases, we replace hyphens (“-”), slashes
173 from the 2006 track, which contains two con- (/) and asterisks (“*”) in the queries with
cepts: “PrnP” (a gene) and “mad cow disease” (8paces. For example, “subunit 1 BRCA1 BRCA2
disease): containing complex” is a variant of “subunit 1
BRCA1/BRCA2-containing complex”.

Query Expansion

What is the role oPrnP in mad cow disease?

Our query expansion process proceeds as follow€oncept-based Query Normalisation

First, each gene or protein in the query is expandegr gocument ranking method is based on the Okapi
with entries from the Entre; Gene da}tabéﬁnce model (Robertson et al., 1994). Many participant
the same gene may occur in many different Speciegygtems at the TREC Genomics track use the Okapi
and many of their synonyms only differ with ré- metnod for ranking documents with respect to their

spect to capitalisation, we choose the first entry regmijarity to the query. However, there are two fun-
trieved that belongs to the species tyf@mo sapien.  jamental problems with using this model on TREC
Then, terms in theOfficial Symbol,Name, Other  an0omic queries.

3hitp://12r.cs. uiuc.edulcogcomplatool, The first problem regards Okapi not differentiat-

php?tkey=SS ing between concept terms and general query terms
“http://Iwww.ncbi.nlm.nih.govi/sites/ -
entrez?db=gene Shttp://www.nlm.nih.gov/mesh
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in the query. For example, consider two documentgpnceptC’; thet; are listed in descending order ac-
one containing the terms “mad cow disease” andording to their Okapi similarity scoresmy,, ...,
“PrnP”, and the othecontaining the terms “role” sim,:

and “PrnP”. Clearly the first document containing

the two biological concepts is more relevant. The

second problem occurs because TREID6 topics SIM(Q, Da) = rae-w,-rqp

contain more than one concept term. It is possi-

ble that a short paragraph that discusses one concevﬁl)tt]ere
only will be ranked higher than a longer paragraph (kp +1) - fas
whic_:h mentions two concepts. Again this is an un- rat = ki-[(1—b)+b- avVgV;sz] + fa
desirable outcome. / N = max(fe, fi,) + 0.5

To overcome these problems, Gonceptual IR w; = log max(f“ftq)ioﬁ @
model was proposed in (Zhou et al., 2006b). In (ks 1) - fau
this paper we propose another method called the Tat = ks + fou

concept-based query normalisatierhich is based
on the Okapi model and similar to the method intro-wherek; andb are usually set to 1.2 and 0.75 re-
duced in (Li, 2007; Stokes et al., 2008) for geospaspectiely, andks can be taken to beo. Variable
tial IR. Wy is the length of the documetitin bytes;avgWy
The first problem is solved by dividing queryis the average document length in the entire collec-
terms into two typesgeneral termg, andconcept tion; IV is the total number of documents in the col-
termst.. Given a query with both concept and genlection; f; is the number of documents in which term
eral terms, the similarity between a quegyand a t occurs; andfy, 1, is the frequency of termin ei-
documentD, is measured as follows: ther a document or queryg.
Note that (1) is an adjustment of the calculation
for the weightw; of an expansionterm ¢ appear-
ing in the query: for expansion termits own term

wheregsim(Q, ;) is thegeneral similarity score frequencyf; and the corresponding original query

andcsim(Q, ;) is theconcept similarity score. The t€rm's frequencyf;, are compared, and the larger
general similarity score is given by: value used — this ensures the term contributes an

appropriately normalised “concept weight”.
_ _ To solve the second problem, we use the follow-
gSiM(Q, D) = D Sim(QDa) = Y rarwe Tqe ing rules to ensure that for two passagesand
1€ 1€ P,, where one contains more unique concepts than
where @, is the aggregation of all generalthe other, the number of concegf®nceptNum(P)
terms/phrases in the query. The concept similarityill override the Okapi scor&core(P)and assign a

sim(Q,D;) = gsim(Q, Dy) + csim(Q, Dy)

score is given by: higher rank to the passage with more unique con-
cepts:
csim(Q, ) = Z sim.(Q, Da) if ConceptNum(P) > ConceptNum(#) then
CeQe
© Rank(R) > Rank(B)
= Z Norm(sim, (@, Da), .- ., Simey (@, Da)) else ifConceptNum(P < ConceptNum(#) then
teC,CeQe
; i Rank(B) > Rank(FR)
= > (sim¢1+SITQ +~~~+Z']rvnif{)

else ifScore(R) > Score(R) then
Rank(R) > Rank(B)

teC,CeQ.

where(. is the aggregation of all concepts in the
query,C' is oneconceptiny)., andt; is aterm/phrase
in the query, after expansion, which belongs to the Rank(13) > Rank(1)

else
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Abbreviation Finder Passage Extraction

Although MeSH and Entrez Gene contain many syns already mentioned tf06 Genomics Track de-
onyms and relateterms, one important type of lex- fined a new question answering-type task that re-
ical variant, abbreviations, has very low Coveragequires short full-sentence answers to be retrieved
in both databases. For example, “AD” is a comin response to a particular query. However, before
monly used abbreviation for “Alzheimer’s Disease” @answer passages can be generated, we first retrieve
Since the long and short form (“Alzheimer’s Diseaséhe first1000 ranked paragraphs for each topic, and
(AD)") only appear together at the beginning of eactiSe the following simple rules to reduce these para-
journal document, many relevant passages will corf@aphs to answer spans.

tain “AD” only and so will appear less relevant than Two methods are examined in this paper which
they should against a query containing “Alzheimer'@re best described with an example. Given a para-
Disease”. Hence, expanding the given query witgraph consisting of a set of sentendgs, i), (s2,
“AD” should improve retrieval effectiveness. 0), (s3,7), (54, 7), (85, ), (56, 7). (57, 2), (58, 9), (59,

As already mentioned, there are two methods fdi)» (s10, 9}, wherer is relevant (that is, mentions
collecting abbreviations from the literature: the firsft €St one query term) ands irrelevant. Method
uses the static resource ADAM (Zhou et al., 2006a} Shortens a paragraph by removing irrelevant sen-
while the second uses our pseudo relevance fee_tgz_nces from its start gnd end until a relevant sent_ence
back method for extraction these abbreviations duf$ detected. Hence, it would produce the following
ing run time. The advantage of the latter approach@ssage of sentencef(ss, r), (s, 7), (s5, 1), (s,
is that it dynamically collects abbreviations and s@): (57, 1) (ss, ©), (so, )} _
does not suffer from the coverage and update prob- This extraction method does not split a paragraph
lems of static resources like ADAM. The follow- iNto multiple passages if irrelevant sentences occur
ing is an overview of how our abbreviation feedbacRVithin the resultant passagélethod B, on the other
step contributes to the retrieval process: hand, addresses this issue by splitting a passage if

there are two or more consecutive irrelevant sen-

1. Retrieve the first 1000 documents which inf€Nces within this span. Hence, Method B would

clude at least one instance of each concept ffeduce the following two passages for this para-
the query. g)r?ph {(831 7"), (341 T’), (851 ’L), (361 T)} and {(39,
T)¢.
2. From this subset of documents, find term After one of'these passage extract'ion techniques
which fit the pattern “Term(Abbr)”, where ]?uas been applied for a particular topic, we re-rank
passages by re-indexing them, and re-querying the
topic against this new index, using the global statis-
tics from the original indexed collection, i.e. using
term frequencyf; and the average paragraph length
ng.

“Term” is a concept in the query (original or ex-
panded) and “AbBris the abbreviation or syn-
onym defined in the text.

3. Among all the detected abbreviations or sync—w
onyms, remove all the multi-word terms, termsy Experimental Methodology
that do not have any overlapping characters
with the original term, and terms which occur4-1 Data and Evaluation Metrics

less than three times. We used the TREC 2006 Genomics Track evaluation
resources to determine the effectiveness of our sys-
4. For all remaining abbreviations or synonymstem. The TREQO006 collection consists of 162,259
use the above generation tool to formulate afiull-text documents fromt9 journals publish elec-
their lexical variants, and add them to the quenytronically via the Highwire Press website The
The expanded query is then re-submitted ttrack also provide®8 topics expressed as natural

the retrieval engine, and the passage extract 5More information on the TREC dataset can be found at;

step, described below, is applied. http://ir.ohsu.edu/genomics/2006data.html

104


http://ir.ohsu.edu/genomics/2006data.html













Parsing Internal Noun Phrase Structure with Collins Models

David Vadas and James R. Curran
School of Information Technologies
University of Sydney
NSW 2006, Australia

dvadasl,

Abstract

Collins’ widely-used parsing models treat
noun phrases (NPs) in a different manner
to other constituents. We investigate these
differences, using the recently released in-
ternal NP bracketing data (Vadas and Cur-
ran, 2007a). Altering the structure of the
Treebank, as this data does, has a num-
ber of consequences, as parsers built using
Collins’ models assume that their training
and test data will have structure similar to
the Penn Treebank’s.

Our results demonstrate that it is difficult
for Collins’ models to adapt to this new
NP structure, and that parsers using these
models make mistakes as a result. This
emphasises how important treebank struc-
ture itself is, and the large amount of in-
fluence it can have.

1 Introduction

Collins’ parsing models (Collins, 1999) are widely
used in natural language processing (NLP), as they
are robust and accurate for recovering syntactic
structure. These models can be trained on a wide
variety of domains and languages, such as biological
text, Chinese and Arabic. However, Collins’ models
were originally built for the Penn Treebank (Marcus
et al., 1993), and as such, are predisposed to parsing
not only similar text, but also similar structure.

This paper deals with the effects of assuming such
a structure, after the Treebank has been altered. We

Jjames @it.usyd.edu.au

focus on noun phrases (NPs) in particular, for two
reasons. Firstly, there are a number of intricacies
as part of Collins’ model in this area. Indeed, a
Collins-style parser uses a different model for gen-
erating NPs, compared to all other structures. Sec-
ondly, we can make use of our previous work in
annotating internal NP structure (Vadas and Curran,
2007a), which gives us a ready source of Penn Tree-
bank data with an altered structure.

Using this extended corpus, we make a number of
alterations to the model itself, in an attempt to im-
prove the parser’s performance. We also examine
the errors made, focusing on the altered data in par-
ticular, and suggest ways that performance can be
improved in the future.

Next, we look at what effect the NP bracketing
structure has. The existing Penn Treebank uses a
generally flat structure (especially in NPs), but when
internal NP brackets are introduced this is no longer
the case. We determine what is the best representa-
tion to use for these new annotations, and also ex-
amine why that is.

Finally, we experiment with the task of identify-
ing apposition within NPs, using manually annotated
data as a gold standard. Although we find that this
is a relatively easy task, the parser’s performance is
very low. The reasons for why Collins’ models are
unable to recover this structure are then explored.

The work described here raises questions about
how researchers create NLP models, which may be
for any task and not just parsing. Implicitly assum-
ing that data will always retain the same structure
can, as the results described here show, cause many
problems for researchers in the future.



2 Background

We present here a brief introduction to Collins’
(1999) models, focusing in particular on how they
generate NPs. All of the models use a Probablistic
Context Free Grammar (PCFG), with the Penn Tree-
bank training data used to define the grammar, and
to estimate the probabilities of the grammar rules be-
ing used. The CKY algorithm is then used to find the
optimal tree for a sentence.

The grammar is also lexicalised, i.e. the rules
are conditioned on the token and the POS tag of the
head of the constituent being generated. Estimat-
ing probabilities over the grammar rule, the head and
the head’s POS is problematic because of sparse data
problems, and so generation probabilities are broken
down into smaller steps. Thus, instead of calculating
the probability of the entire rule, we note that each
rule can be framed as follows:

P(h) = Ly(ln) ... L1(L))H(h)R1(71) - - - Ry (1)

(D
where H is the head child, L, (l,,) ... Li(l1) are its
left modifiers and Rq(71) ... Ry () are its right
modifiers. If we make independence assumptions
between the modifiers, then using the chain rule

yields the following equations:

Ph(H\Parent h) (2)

H P,(L;(l;)|Parent,h, H) 3)
1=1...n

H P.(R;(r;)|Parent,h, H) ()
i=1...m

So the head is generated first, then the left and
right modifiers (conditioned only on the head') af-
terwards.

Now this differs for base-NPs, which use a slightly
different model. Instead of conditioning on the
head, the current modifier is dependant on the pre-
vious modifier, resulting in a sort of bigram model.
Formally, equations 3 and 4 above are changed as
shown below:

I P(Li(ls)|Parent, Li 1 (li-1)) (5)
i=1...n
H PT(Ri(ri)\Parent,Ri_l(ri_l)) (6)
i=1...m

!There are also distance measures, the subcategorisation
frame, etc, but they are not relevant for this discussion as they
do not affect NPs.
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There are a few reasons given by Collins for this.
Most relevant for this work, is that because the Penn
Treebank does not fully bracket NPs, the head is un-
reliable. When generating crude in the NP crude
0il prices, we would want to condition on oil,
the true head. However, prices is the head that
would be found. Using the special NP submodel
thus results in the correct behaviour. As Bikel (2004)
notes, the model is not conditioning on the previous
modifier instead of the head, the model is treating
the previous modifier as the head.

The separate NP submodel also allows the parser
to learn NP boundaries effectively, i.e. it is rare for
words to precede the in an NP; and creates a distinct
X-bar level, which Collins notes is helpful for the
parser’s performance.

In order to implement the separate base-NP sub-
model, a preprocessing step is taken wherein NP
brackets that do not dominate any other non-
possessive NP nodes are relabelled as npB. For con-
sistency, an extra NP bracket is inserted around NPB
nodes not already dominated by an np. These npB
nodes are reverted before evaluation.

In our previous work (Vadas and Curran, 2007a),
we annotated the full structure of NPs in the Penn
Treebank. This means that the true head can be iden-
tified, which may remove the need to condition on
the previous modifier. We will experiment with this
in Section 3.2.

2.1 Treebank Structure

Other researchers have also looked at the effect of
treebank structure upon parser performance. Collins
himself notes that binary trees would be a poor
choice, as the parser loses some context sensitivity,
and the distance measures become ineffective. He
advocates one level of bracketing structure per X-
bar level.

Goodman (1997) explicitly converts trees to a bi-
nary branching format as a preprocessing step, in or-
der to avoid these problems. Johnson (1998) finds
that the performance of simple PCFGs can be im-
proved through tree transformations, while Klein
and Manning (2001) observe that some simple tree
transforms can increase parser speed. The varia-
tion shown in these approaches, all to the same task,
highlights the difficulty in identifying optimal tree
stucture.



| PREC. [ RECALL | F-SCORE

| PREC. | RECALL | F-SCORE

Original PTB 88.88 | 88.85 88.86
NML and JJP bracketed PTB | 88.55 | 88.15 88.35
Original structure 88.81 | 88.88 88.85
NML and JJP brackets only | 76.32 | 60.42 67.44

Table 1: Parser performance

The issue of treebank structure extends to other
languages as well, and implies further difficulties
when comparing between languages. Kiibler (2005)
investigates two German treebanks with different
annotation schemes, and finds that certain proper-
ties, such as having unary nodes and flatter clauses,
increase performance. Rehbein and van Genabith
(2007) suggest that the treebank structure also af-
fects evaluation methods.

3 Internal NP Brackets

We begin by analysing the performance of Collins’
model, using the Vadas and Curran (2007a) data.
This additional level of bracketing in the Penn Tree-
bank consists of ML and JJp brackets to mark inter-
nal NP structure, as shown below:

(NP (NML (NN crude) (NN oil) )
(NNS prices) )
(NP (NN world) (NN oil) (NNS prices) )

In the first example, a nML bracket has been inserted
around crude oil to indicate that the NP is left-
branching. In the second example, we do not ex-
plicitly add a bracket around oil prices, but the
NP should now be interpreted implicitly as right-
branching.

The experiments are carried out using the Bikel
(2004) implementation of the Collins (1999) parser.
We use Sections 02-21 for training, and report la-
belled bracket precision, recall and F-scores for all
sentences in Section 00.

Firstly, we compare the parser’s performance on
the original Penn Treebank to when it is retrained
with the new nmML and gJp bracketed version. Ta-
ble 1 shows that the new brackets make parsing
marginally more difficult overall (by about 0.5% in
F-score). However, if we evaluate only the original
structure, by excluding the new nmML and JJp brack-
ets, then we find that the F-score has dropped by
only a negligible amount. This means that the drop
in overall performance results from low accuracy on
the new nML and JJp brackets.

11

Overall 88.09 | 87.77 87.93
Original structure 87.92 | 88.68 88.30
NML and JJP brackets only | 100.00 | 53.54 69.74

Table 2: Parser performance with relabelled brackets

Bikel’s parser does not come inbuilt with an ex-
pectation of NmM1 or JJp nodes in the treebank, and
so it is not surprising that these new labels cause
problems. For example, head-finding for these con-
stituents is undefined. Also, as we described previ-
ously, NPs are treated differently in Collins’ model,
and so changing their structure could have unex-
pected consequences.

In an attempt to remove any complications intro-
duced by the new labels, we relabelled nut and JJp
brackets as Np and apJp, and then retrained again.
These are the labels that would be given if internal
NP structure was originally bracketed with the rest
of the Penn Treebank. This relabelleling means that
the model does not have to discriminate between two
different types of noun and adjective structure, and
for this reason, we might expect to see an increase
in performance. This approach is also easy to im-
plement, and eliminates the need for any change to
the parser itself.

The results in Table 2 show that this is not the
case, as the overall F-score has dropped another
0.5%. The nmL and Jgp brackets cannot be evalu-
ated directly in this experiment, but we can compare
against the corpus without relabelling, and count
correct bracketings whenever a test Np matches a
gold nML. The same is done for apgp and Jgp brack-
ets. This results in a precision of 100%, because
whenever a NML or JJP node is seen, it has already
been matched against the gold-standard. Also, some
incorrect Np or ADJP nodes are in fact false nmL or
JJp nodes, but this difference cannot be recovered.

We carried out a visual inspection of the errors
that were made in this experiment, but which hadn’t
been made when the np and nML labels were distinct.
It was noticable that many of these errors occurred
when a company name or other entity needed to be
bracketed, such as w.R. Grace in the example NP
below:

(NP
(ADVP (RB formerly) )
(DT a) (NML (NNP W.R.) (NNP Grace) )
(NN vice) (NN chairman) )



| PREC. | RECALL | F-SCORE

PREC. | RECALL | F-SCORE

Overall 88.51 88.07 88.29 Overall 72.11 87.71 79.14
Original structure 88.78 | 88.86 88.82 1 | Original structure 72.09 88.19 79.33
NML and JJP brackets only | 75.27 | 58.33 65.73 NML /JJP brackets only | 72.93 69.58 71.22
Overall 87.37 87.17 87.27

Table 3: Performance with correct head-finding 2 | Original structure 87.75 87.65 87.70
NML /JJP brackets only | 72.36 69.27 70.78

We conclude that the model was not able to gener- Overall 36.83 86.46 36.64
alise a rule that multiple tokens with the nnp POS tag 3 | Original structure 86.90 | 88.66 |  87.77
NML /JJP brackets only | 48.61 3.65 6.78

should be bracketed. Even though nmL brackets of-
ten follow this rule, Nps do not. As a result, the dis-
tinction between the labels should be retained, and
we must change the parser itself to deal with the new
labels properly.

3.1 Head-finding Rules

The first and simplest change we made was to cre-
ate head-finding rules for nmL and JJP constituents.
In the previous experiments, these nodes would be
covered by the catch-all rule, which chooses the left-
most child as the head. This is incorrect in most
nMLs, where the head is usually the rightmost child.

We define nML and JJp rules in the parser data file,
copying those used for nps and ADJPs respectively.
We also add to the rules for nps, so that child nmML
and JJp nodes can be recursively examined, in the
same way that nps and ApJgps are. This change is not
needed for other labels, as nMLs and JJps only exist
under nps. We retrained and ran the parser again
with this change, and achieve the results in Table 3.

Once again, we are surprised to find that the F-
score has been reduced, though only by 0.06% over-
all in this case. This drop comes chiefly from the nML
and Jgp brackets, whose performance has dropped
by about 2%. As before, we scanned the errors
in search of an explanation; however, there was no
readily apparent pattern. It appears that conditioning
on the incorrect head is simply helpful when pars-
ing some sentences, and instances where the correct
head gives a better result are less frequent.

3.2 The Base-NP Submodel

The next alteration to the parser is to turn off the
base-NP submodel. Collins (1999, page 179) ex-
plains that this separate model is used because the
Penn Treebank does not fully annotate internal NP
structure, something that we have now done. Hope-
fully, with these new brackets in place, we can re-
move the NP submodel and perhaps even improve
performance in doing so.
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Table 4: Performance with the base-NP model off
NP
/ \
NP PP
/ \
NP PP

Figure 1: An unlikely structure

We experimented with three different approaches
to turning off the base-NP model. All three tech-
niques involved editing the parser code:

1. Changing the isBaseN P() method to always
return false. This means that the main model,
i.e. equations 3 and 4 are always used.

2. Removing the preprocessing step that creates
npB nodes. This alteration will have the same
effect as the one above, and will also remove
the distinction between NP and NPB nodes.

3. Changing the is N P() method to return true for
nMLs. This will affect which nps are turned into
NPBs during the preprocessing step, as Nps that
dominate nMLs will no longer be basal.

The third change does not turn the base-NP model
off as such, but it does affect where it functions.
The results are in Table 4, and in all cases the
overall F-score has decreased. In the 1st change, to
isBaseN P(), performance on nvr, and JJp brackets
has actually increased by 3.78% F-score, although
the original structure is almost 10% worse. The 2nd
change, to the preprocessing step, results in a much
smaller loss to the original structure, but also not
as big an increase on the internal NP brackets. The
3rd change, to is N P(), is most notable for the large
drop in performance on the internal NP structure.
There are a few reasons for these results, which
demonstrate the necessity of the base-NP submodel.
Collins (1999, §8.2.2) explains why the distinction
between NP and NPB nodes is needed: otherwise,



ERROR | # ] % ] Fp [ PN | EXAMPLE
Modifier attachment 213 38.04 56 | 157
NML 122 21.79 21 | 101 lung cancer deaths X
Internal Entity Structure 43 7.68 24 19 (Circulation Credit) Plan X
Appositive Title 29 5.18 6 23 (Republican Rep.) Jim Courter V4
JJp 10 1.79 4 6 (More common) chrysotile fibers V4
Company/name postmodifiers 9 1.61 1 8 (Kawasaki Heavy Industries) Ltd. Vv
Mislabelling 92 16.43 30 62 (ADJP more influential) role v
Conjunctions 92 16.43 38 54 (cotton and acetate) fibers v
Company names 10 1.79 0 10 (F.H. Faulding) & (Co.) Vv
Possessives 61 10.89 0 61 (South Korea) ’s Vv
Speech marks and brackets 35 6.25 0 35 (*“ closed-end ) Vv
Clearly wrong bracketing 45 8.04 45 0
Right-branching 27 4.82 27 0 (NP (NML Kelli Green)) X
Unary 13 2.32 13 0 a (NML cash) transaction X
Conjunction 5 0.89 5 0 (NP a (NML savings and loan)) X
Structural 8 1.43 3 5 | (NP... construction spending) (VP (VBZ figures) ... | X
Other 14 2.50 8 6
Total 560 | 100.00 | 180 | 380

Table 5: Error analysis

structures such as that in Figure 1, which never oc-
cur in the Treebank, are given too high a probability.
The parser needs to know where NPs will not recurse
anymore (when they are basal), so that it can gener-
ate the correct flat structure. Furthermore, the 3rd
change effectively treats Np and NML nodes as equiv-
alent, and we have already seen that this is not true.

3.3 Error Analysis

So far, all our changes have had negative results. We
need to look at the errors being made by the parser,
so that any problems that appear can be solved. Ac-
cordingly, we categorised every NML and JJp error
through manual inspection. The results of this anal-
ysis are shown in Table 5, together with examples of
the errors being made. Only relevant brackets and
labels are shown in the examples, while the final col-
umn describes whether or not the particular bracket-
ing shown is correct.

The most common bracketing error results in a
modifier being attached to the wrong head. In the
example, because there is no bracket around lung
cancer, there is a dependency between lung and
deaths, instead of 1ung and cancer. We can further
divide these errors into general nm1, and JJp cases,
and instances where the error occurs inside a com-
pany name or in a person’s title.

These errors occur because the ngrams that need
to be bracketed simply do not exist in the training
data. Looking for each of the 142 unique ngrams
that were not bracketed, we find that 93 of them do
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not occur in Sections 02-21 at all. A further 17 of
the ngrams do occur, but not as constituents, which
would make reaching the correct decision even more
difficult for the parser. In order to fix these problems,
an outside source of information must be consulted,
as the lexical information is currently not available.

The next largest source of errors is mislabelling
the bracket itself. In particular, distinguishing be-
tween using Np and NML labels, as well as apbJgp and
JJp, accounts for 75 of the 92 errors. This is not
surprising, as we noted during the preparation of the
corpus that the labels of some NPs were inconsistant
(Vadas and Curran, 2007a). The previous relabelling
experiment suggests that we should not evaluate the
pairs of labels equally, meaning that the best way to
fix these errors would be to change the training data
itself. This would require alterations to the original
Penn Treebank brackets, which is not feasible here.

Conjunctions are another significant source of er-
rors, and are quite a difficult problem. This is be-
cause coordinating multi-token constituents requires
brackets around each of the constituents, as well as
a further bracket around the entire conjunction. Get-
ting just a single decision wrong can mean that a
number of these brackets are in error.

Another notable category of errors arises from
possessive NPs, which always have a bracket placed
around the possessor in our annotation scheme. The
parser is not very good at replicating this pattern,
perhaps because these constituents would usually
not be bracketed if it weren’t for the possessive. In



particular, nmM1, nodes beginning with a determiner
are rare, only occurring when a possessive follows.

The parser also has difficulty in replicating the
constituents around speech marks and brackets. We
suspect that this is due to the fact that Collins’ model
does not generate punctuation as it does other con-
stituents. There is also less need for speech marks
and brackets to be correct, as the standard evalua-
tion does not find an error when they are placed in
the wrong constituent. The justification for this is
that during the annotation process, they were given
the lowest priority, and are thus inconsistant.

There are a number of nML and JJp brackets in
the parser’s output that are clearly incorrect, either
because they define right-branching structure (which
is not bracketed explicitly) or because they dominate
only a single token. Single token nMLs exist only
in conjunctions, but unfortunately the parser is too
liberal with this rule.

The final major group of errors are structural; that
is, the entire parse for the sentence is malformed, as
in the example where figures is actually a noun.

From this analysis, we can say that the modifier
attachment problem is the best to pursue. Not only
is it the largest cause of errors, but there is an obvi-
ous way to reduce the problem: find and make use
of more data. This data does not need to be anno-
tated, as we demonstrated in previous NP bracketing
experiments (Vadas and Curran, 2007b), which at-
tained a positive result. However, incorporating the
data into Collins’ model is still difficult. Our pre-
vious work only implemented a post-processor that
ignored the parser’s output. There is still room for
improvement in this area.

4 Bracket Structure

We have now seen how a Collins-style parser per-
forms on internal NP structure, but a question re-
mains about the structure itself: is it optimal for
the parser? It may be argued that a better represen-
tation is to explicitly bracket right-branching struc-
ture. For example, in the NP the New York Stock
Exchange, if there was a bracket around New vork
Stock Exchange, then it would be useful training
for when the parser comes across New York Stock
Exchange composite trading (WhiCh it does quite
often). The parser should learn to add a bracket in
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| PREC. [ RECALL | F-SCORE

Overall 87.33 | 86.36 86.84
Original structure 87.96 | 88.06 88.01
NML and JJP brackets only | 82.33 | 74.28 78.10

Table 6: Explicit right-branching structure

both cases. Explicit right-branching brackets could
also remove some of the clearly wrong bracket er-
rors in Table 5.

The current bracketing guidelines do not mark
right-branching constituents, they are simply as-
sumed implicitly to be there. We can automatically
add them in however, and then examine what differ-
ence this change makes. We find, in Table 6, that
overall performance drops by 1.51% F-score.

This was surprising result, as there are a num-
ber of easily recoverable brackets that are introduced
by making right-branching structure explicit. For
example, a POS tag sequence of DT NN NN is al-
ways right-branching. This explains the more than
10% increase in F-score when evaluating internal NP
brackets only. As Rehbein and van Genabith (2007)
found, increasing the number of non-terminal nodes
has caused an increase in performance, though we
may question, as they do, whether performance has
truly increased, or whether the figure is simply in-
flated by the evaluation method.

On the other hand, the increased number of brack-
ets has had a deleterious effect on the original brack-
ets. This result suggests that it is better to leave
right-branching structure implicit.

S Appositions

The results in this paper so far, have been attained
using noun modifier data. This final set of experi-
ments however, focuses upon a different kind of in-
ternal NP structure: appositions. We thus show that
the effects of treebank structure are important for a
wider range of constructions, and demonstrate once
again the difficulty experienced by a model that must
adapt to altered data.

Appositions are a very common linguistic con-
struction in English. They have been used in areas
such as Information Extraction (Sudo et al., 2003)
and Question Answering systems (Moldovan et al.,
2003), however there is little work on automatically
identifying them. Researchers have typically used
simple patterns for this task, although the accuracy



of this method has not been determined. We will
compare how well Bikel’s parser performs.

As in our previous experiments, we use the Penn
Treebank, as it contains numerous appositions, such
as the (slightly edited) example shown below:
(NP-SBJ

(NP (NNP Darrell)

(’ !)
(NP (NN vice)

(NNP Phillips) )
(NN president) ))

Appositional structure is, of course, not anno-
tated in the Penn Treebank, and so we manually
added gold-standard apposition brackets to the cor-
pus. This was actually done during the annotation
process for the Vadas and Curran (2007a) data. For
example, we add a new bracket labelled app to the
previous noun phrase:

(NP-SBJ
(APP
(NP (NNP Darrell) (NNP Phillips) )
(’ I)
(NP (NN vice) (NN president) )))

We should note that we only look at nonrestric-
tive apposition, i.e. where NPs are separated by
punctuation (usually a comma, but also a colon or
dash). Cases of close apposition, as in the vice
president Darrel Phillips have been shown to
have a different interpretation (Lee, 1952) and also
present more difficult cases for annotation.

There are 9,082 app constituents in the corpus, out
of the 60,959 NPs (14.90%) that were manually in-
spected during the annotation process. We measured
inter-annotator agreement by comparing against a
second annotator on Section 23. This resulted in an
F-score of 90.41%, with precision of 84.93% and
recall of 96.65%. The precision was notably low be-
cause the second annotator inserted App nodes into
NPs such as the one shown below:

(NP
(APP
(NP
(QP ($ $) (CD 1.7) (CD million) )
(-NONE- *U*) )
(I I)
(CC or)
(NP
(NP (CD 21) (NNS cents) )

(NP-ADV (DT a) (NN share) ))))

and while these cases are appositive, the first anno-
tator did not insert an App node when a conjunction
was present.
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| PREC. | RECALL | F-SCORE

Overall 86.24 87.60 86.92
APP brackets only | 69.79 66.37 68.04
All other brackets 86.43 87.86 87.14

Table 7: Parser results with appositions

5.1 Experiments

Our first experiment uses a pattern matching tech-
nique, simply identifying appositions by looking for
a pair of NPs separated by a comma or colon. This
rule was then expanded to include other similar con-
stituent labels: NML, UCP, ADJ, NNP, and aApP itself, af-
ter noticing that errors were occurring in these cases.

Evaluating this approach, using the entire Penn
Treebank as a test set, we achieved an F-score of
95.76%, with precision 95.53% and recall 95.99%.
This result is very good for such a simplistic ap-
proach, and could be improved further by adding
some additional patterns, such as when an adverb
appears between the comma and the second NP.

Having set this very high baseline, we once again
used Bikel’s (2004) parser in an attempt to find an
improvement. This experiment includes the nmL and
JJp brackets in the data, and the parser is in its orig-
inal state, without any of the alterations we made
earlier. The results are shown in Table 7.

The parser’s performance on app brackets is al-
most 30% F-score below the pattern matching ap-
proach, and it has also dropped 1.21% counting only
the non-app constituents. The reason for this very
low performance arises from the way that Collins’
models treats punctuation, i.e. all tokens with a POS
tag of . or :. The Collins (1997) model does not
generate punctuation at all, and later models still do
not treat punctuation the same way as other tokens.
Instead, punctuation is generated as a boolean flag
on the following constituent. As a result, the parser
cannot learn that a rule such as app — np , NP should
have high probability, because this rule is never part
of the grammar. For this reason, the parser is unable
to replicate the performance of a simple rule.

6 Conclusion

The results of this paper emphasise the strong rela-
tionship between a statistical model and the struc-
ture of the data it uses. We have demonstrated this
by changing two different constructions in the Penn
Treebank: noun modifiers, and appositions.



The annotation structure of the Vadas and Curran
(2007a) data has also been validated by these results,
which is actually a complement for the BioMedical
guidelines (Warner et al., 2004), on which ours were
based. It is not neccessary to explicitly bracket right-
branching constituents, and furthermore, it is harm-
ful to do so. In addition, separating the nuL and Np
labels is advantageous, although our results suggest
that performance would increase if the original Tree-
bank annotations were made more consistent with
our internal NP data.

Our results also demonstrate the neccessity of
having a base-NP submodel as part of Collins’ mod-
els. This specialised case, while seeming unnecce-
sary with our new internal NP brackets, is still re-
quired to attain a high level of performance.

Instead, the error analysis in Section 3.3 shows us
the true reason why the parser’s performance on in-
ternal NP brackets is low. nmL and Jgp brackets are
difficult because they require specific lexical infor-
mation, i.e. the exact words must be in the train-
ing data. This is because POS tags, which are very
important when making most parsing decisions, are
uninformative here. For example, they do not help
at all when trying to determine whether a sequence
of 3 nns is left or right-branching.

Our previous work in NP bracketing (Vadas and
Curran, 2007b) is positive evidence that this is the
correct direction, although incorporating such a sub-
model back into Collins’ model in place of the exist-
ing NP submodel, would be a further improvement.
It also remains to be seen whether the results ob-
served here would apply to other parsing models.

This work has demonstrated the large effect that
data structure can have on a standard NLP tool. It
is important that any system, not just parsers, en-
sure that they perform adequately when faced with
changing data. Otherwise, assumptions made today
will cause problems for researchers in the future.
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Abstract

Morphological analysis is often used during
preprocessing in Statistical Machine Trans-
lation. Existing work suggests that the bene-
fit would be greater for more highly inflected
languages, although to our knowledge this
has not been systematically tested on lan-
guages with comparable morphology. In
this paper, two comparable languages with
different amounts of inflection are tested,
to see if the benefits of morphology used
during the translation process, depends on
the morphological richness of the language.
For this work we use indigenous Australian
languages: most Australian Aboriginal lan-
guages are highly inflected, where words
can take a considerable number of post-
fixes when compared to Indo-European lan-
guages, and for languages in the same (Pama
Nyungan) family, the morphological sys-
tem works similarly. We show in this pre-
liminary work that morphological analysis
clearly benefits the richer of the two lan-
guages investigated, but is more equivocal in
the case of the other.

Introduction

Mark Dras
Centre for Language Technology
Macquarie University
Sydney, Australia

madras@ics.mq.edu.au

logical richness. Without any morphological pre-
processing, individual word counts can be quite low
in highly inflected languages, causing more data
sparseness than necessary, and ignoring some infor-
mation which might be useful in Natural Language
Processing.

Preprocessing before SMT has been used as a way
of improving results. This ranges from basic tokeni-
sation (e.g. separating possessiven English be-
fore training) to extensive syntax-based reordering
(e.g. Collins et al. (2005)). Often, the choice of
preprocessing proceeds without consideration of the
type of language; consider for example recent work
on Arabic (Sadat and Habash, 2006), where the var-
ious combinations of different preprocessing strate-
gies are systematically worked through, with no par-
ticular attention to the characteristics of Arabic.

In most work, there is an intuitive notion that there
is a connection between morphological richness of a
language and the usefulness of morphological pre-
processing. This is suggested in its use in pars-
ing for Korean (Han and Sarkar, 2002) and Turkish
(Eryigit and Oflazer, 2006), and MT for Czech (Al-
Onaizan et al., 1999). But in this body of work, as
well as the body of work mentioned in section 3.1,
only analysis of one language is performed. More-
over there is no specific measure of richness of mor-
phology; it is not obvious how to compare the mor-

The majority of research in the field of Machinephology of different languages such as English, Ara-
Translation (MT) nowadays takes a statistical apbic, Turkish or Korean with their different combina-
proach. Morphologically rich languages have som#ons of prefixing, suffixing and infixing. In this pa-
characteristics which make MT hard, particularly inper, to examine this idea, we look at two Australian
the statistical MT (SMT) context. In one commonAboriginal languages sharing a similar morpholog-
language group we want to investigate the effedtal system, but with different levels of morpholog-
of applying special morphological treatment withinical richness. Australian Aboriginal languages are
SMT for languages with varying degree of morpho-4quite different from most others used in Natural Lan-
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guage Processing. Although indigenous Australianation and has discusses interpret these results; this
languages inidually are quite distinct, some fea- leads to a conclusion in section 5.

tures are shared among many of them. In particular,

many indigenous Australian languages are morph@ Languages and Data

logically very rich. As for most languages around

the world, heavier inflection usually goes togethelt 1S difficult to research the effect of morphological
with a freer word order. The inflection of the differ- 21alysis between languages with a different amount

ent words conveys information which languages lik€ Morphological richness. It is very hard to com-
English encode in word order, for example to distinPare different languages from completely different

guish subjects from objects. Most indigenous Aus2nguages families, such as comparing English with
In trying to answer the ques-

tralian languages are very heavily inflected, wher@rapic or Czech.

it is not uncommon to have three or more postfixelion if morphological treatment is more beneficial
on the same word. In some of these languages iy More morphological rich languages, we picked
boundaries between postfixes and words are quit¢© highly inflected languages from the same lan-
imprecise. The form of a word reflects this, andUa@ge family. The Pama-Nyungan languages are
morphology might be explicitly marked on Words,the most widespread family of Australian Aborigi-

where roots and postfixes are separated by specié! languages and have in common a morphological
characters. system based entirely on suffixation (Austin, 2006).

This morphologically rich nature of indigenousBY USing two languages from the same family, we

Australian languages becomes even clearer when §&" make more valid comparisons between them.
against European languages. In indigenous Audinother reason for using Australian A_borlglnal lan-
tralian languages suffixes attached to one word c&H/29€s, is that some of them come with some ‘free’
carry a meaning which in Indo-European languaged°rPhological analysis: morphology is indicated to
has to be expressed by separate individual words §&€rtain degree in the writing system itself. As this
opposed to suffixes. The boundary between thels:@ hum_an anaIyS|s_, it is therefore more reliable than
suffixes and individual words is starting to becoméutomatically acquired morphology.
vague as the suffixes do not just add some informa- We will first describe the two languages and show
tion to the root word, but can introduce completd!oW they differ in morphological richness.
new meaning elements. .

Our work focuses on the languages Warlpiri (ar?'1 Warlpir
indigenous language of central Australia) and WikNarlpiri is an interesting language to investigate be-
Mungkan (northern Cape York, Queensland, Auscause it is often considered the prototypical free
tralia). To the best of our knowledge, no machinevord order language, and has a number of unusual
translation on indigenous Australian languages hafaracteristics. Morphosyntactic analyses have been
been attempted before, even though these languagesposed that describe these: extensive use of case-
share some quite interesting characteristics whiainarking morphology, syntactic ergativity, PRO-drop
are unique in the world. The major part of work in(null pronominals), clitic-doubling, free word order
MT focuses on Indo-European and Asian languagegbut with tight restrictions on the location of the aux-
Applying MT to indigenous Australian languagesiliary), discontinuous constituents, lack of a copula
therefore presents us with a new set of challenges.verb, a grammatical category of preverbs, and so

The paper is structured as follows: in section 2 wen. In terms of linguistic analysis, there is extensive
provide the background on two Australian Aborigi-coverage of the grammar in Laughren and Hoogen-
nal languages, and we describe the available datara@ad (1996). Further, it is one of the major Abo-
these languages. Section 3 starts with some work raginal languages in Australia: it is spoken natively
lated to our method, gives some background on tHgy roughly 3000 people, with at least another 1000
data characteristics of our domain, then describespeaking it as a second language; it is one of the
our approach, experiment and the method for evaldiew where children are still learning to speak the lan-
ation. Section 4 contains the results from this evalguage as their first language; and it has a deal of cul-

135



1 Nyampu yimi, ngulaju kamparru-warnu-juku nyiya-kanti-kantiki. ~Kammpg nyurru-wiyiji, ngu-

laju God-ju nyinajalpa yangarlu-wiyi nyanungu-mipa, yalkiri manu walyaku lawa-juku. Ngula-jangkaju,
ngurrju-manu yalkiri manu walya-wiyi.

2 Yalkiri kapu walya kuja ngurrju-manu, ngula-julpa lawa-juku walyajumaja kirlka-juku. Ngulaju nyiya-
kanti-kanti-wangu-juku. God-rlu kuja yalkiri manu walya ngurrju-manu, ngula-jangkaju, mangkurdurlulku
wuuly-kujurnu, ngulalpa parra-wangu-juku karrija murnma-juku. God-rlu-julpa Pirlirrparlu warru warra-
warra-kangu mangkurdu-wanarlu.

Table 1: Warlpiri sample extract, Genesis 1:1, 2

1 Ngay John=ang, ngay wik inanganiy umpang niiyant. Ngay wik inangan Jélstst=antam waa’-
waa’'ang niiyant aak ngeen nathan yaam ke’anaman wampow. Nil piip God=angan waa’ nungant Jesus
Christ=ant puth than pam wanch yotamang nunangan monkan-wakantan than mee’'miy ngul yipam iiyayn.
Nil puth Jesus=anganiy-a, ngaantiyongkan kuch nunang nil yipam meenathow ngathar ke’ pithang yimanan-
gan, ngay puth piip God nunang monkan-wak-wakang a’ puth work nungant iiy-iiyang.

2 Ngay puth latang ump-umpang niiyant ngay pithangan thath-thathang&osi=antam anangana niiyant

ngul waa’ ang, wik anangan kan-kanam nil Jesus Christ=angan waa’-waa’ nil God=angan meenath nungant.

Table 2: Wik Mungkan sample extract, Revelations 1:1, 2

tural support, for example through Warlpiri Medlia ten language consist of explicitly marked suffixes

and through bilingual teaching at the Northern Terriwe counted how many hyphens the average word in

tory’s Community Education Centres such as Yuen#arlpiri has in our corpus (section 2.3). In table 3

dumu. Table 1 gives an impression of what Warlpirive can see that over half the words carry at least one

looks like. suffix, with many words carrying more.

Because Warlpiri is a heavily agglutinative lan-

guage, words can have many suffixes. The result c&®2 Wik Mungkan

b.e very long words. To not confuse speakers_, .SUtfo investigate the effects of morphological analysis

fixes longer than one syllable are usually explicitly . .

marked with a hyphen. This is an important featurgve also look at anoth_er Australian Aboriginal lan-
uage. We chose Wik Mungkan (Gordon, 2005),

we want to exploit later. Other inflections are no . .
. . . ecause of data availability and because it belongs
marked with hyphenr: Nyangkajulu which translates .
to the same Pama-Nyungan language family as

asL.ook at meis built from the blockgnyangka, look Warlpiri, and shares the highly agglutinative char-

at)s(-'-]f#’ me) andG(I;’ ytou). thi like t acteristics of Warlpiri. Wik Mungkan is a language
utixes C"’?{? n lclaet_many q Ngs, ISe ENSCwhich originates in northern Cape York, Queens-
case, prepositions, location and more. >ome eﬁnd, Australia. The language nowadays is spoken

amples are:-wangu which translates asot, with- b .
) L o y far fewer people (600 speakers, 400 native) and
out; -palawhich indicates two speakerdari which fewer resources are available for this language.

meansanother; and -nawu which indicates it is ) ; )
Table 2 gives an example of written Wik

that specific one. An extensive lexically baseck/Iun kan. Wik Munakan has less extensivel
analysis of Warlpiri morphosyntax is given by Simp_markged n.qorphology th%n Warlpiri, as can be cor>1/—

son (1991). .
( ) o . .. cluded from table 4. Whereas Warlpiri ha605
To have a first indication of which part of the writ- : L
postfixes on average per token, in Wik Mungkan we
Ihttp://www.warlpiri.com.au only have 0257.
2W_e_ follow the notatio_n conv_ention which is common for  There are different writing conventions for Wik
Warlpiri to use a + for suffixes which ‘glue’ to the word without . S
dungkan as compared to Warlpiri. ~ While in

a hyphen and a - for suffixes where the hyphen remains wh e i )
attached. Warlpiri we only split on the hyphen token-{, in
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Postfixes| count | percentage Postfixes| count | percentage
0 | 36389 49.32% 0| 211563 77.80%
1 | 30248 41.00% 1| 51505 18.94%
2| 6373 8.63% 2 8226 3.02%
3 704 0.95% 3 647 0.24%
4 54 0.07% 4 7 0.00%
S 3 0.00% Average Postixes per word: 0.257

Average Posfixes per word: 0.615 _ _ _
Table 4: Wik Mungkan words carrying postfixes

Table 3: Warlpiri words carrying postfixes

3 Method

. . i 3.1 Related approaches
Wik Mungkan we split on the at-sign (@), the equal

sign (=), the hyphen {), the tilde (*) and the apos- To treat morphologically rich indigenous languages

trophe (). A token likeJesus=anganiy-a is splitinto W€ want to do morphological analyses before trans-
3 individual tokens. lating. We do this as a preprocessing step in Phrase

Based SMT (PSMT), leaving all the other PSMT
steps untouched.
Preprocessing before applying PSMT has shown
2.3 Bible Corpus to be able to improve overall MT quality. As exam-
ples, Xia and McCord (2004), Collins et al. (2005)
and Zwarts and Dras (2006) present an PSMT ap-

Bilingual dat_a comprising_Eninsh and an indige- roach with word reordering as a preprocessing
nous Australian language is extremgly scarce. SM tep, and demonstrate improved results in translation
models usually are data hungry, with performancauamy

increasing with availability of training data. Lan- Work in Czech, done during the 1999 Summer
guages like Warlpiri have more texts available, b“\tNorkshop at John Hopkins University (Al-Onaizan
are either not translated, or do not have a close EQ: 4l 1999), describes an approach where Czech
glish translation. In our experime_nts_we used parts < 1 med into ‘Czech-prime’ as a preprocessing
of t_he Bible. Warlpiri an_d other |nd_|genous_Aus-Step' For Indo-European languages, Czech is highly
tr_allan languages haye B'ble transl_atlons, which Ol1hflected and has a relatively free word order. In
viously are also available in English. We used heir approach they first completely discarded in-

_coup\l/s Olf _b_OOKZ Or]: the B'blle WS'Ch ire tranSIatfeqlective information like number, tense and gender.
Into Warlpiri and the complete New Testament 105 5 they used this information to artificially en-

. 3 . -
Wik Mungkan: We verse-aligned the texts in thehance their statistical model, by enriching the vo-

Aboriginal language with an English Bible transla-.,, a1y of their statistical look-up table by adding
thn, the World English B'b_le (WE_B) version. In En- new tokens based on seen roots of words with known
glish we had the opporiunity to pick between Sever"’fjnorphology. Note that this work was not done in the

translations. We chose for the WEB translation bes g1 paradigm, but using the original IBM statis-
cause of the literalness of translations and, becauggaI models (Bro'vvn etal., 1993) for MT

the language is reasonably modern English, unlike

) ) ) An example of a fairly comprehensive analysis
the even more literal King James version.

of the use of morphological analysis as a prepro-
Overall our corpus is very small for SMT mod-cessing step has been done on Arabic (Sadat and

els, and we are trying to obtain more data. For thElabash, 2006). An Arabic morphological analyser

moment we are interested in relative machine tran¥/@s used to obtain an analysis of the build-up of

!ation quality, and hOpe that transmﬁfm quality Will™"s7pese texts we made available to us by the Aboriginal
improve when provided with more bilingual data. Studies Electronic Data Archive (ASEDA).
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Arabic words. Several models were presented whighrank || count | normal count | normalised
preprocessethe Arabic text. The key idea was to 1|l 2204 | manu 3018 | ngula
split off word parts based on specific analysis of 2 || 1330 | ngulaju 2342 | manu
the word. For example, pronominal clitics are spli 3 934 | yangka 2192 | -jana
into several words. However, Arabic morphology 4 773 | kuja 1748 | God

is not as extensive as in languages like Warlpirl. 5 538 | ngula-gankaj || 1656 | -kari
Riesa et al. (2006) is another example where the use 6 529 | Jesus 1619 | kuja

of morphological information boosts SMT quality. 7 453 | wankaja 1557 | -juku

In this approach the tokens are separated from pre- 8 438 | nyina 1508 | ngulaju
fixes and postfixes based on a predefined list, derived 9 421 | nyinaja 1479 | -kurra
from a grammar book. Lee (2004) similarly workg 10 420 | junga-juku 1314 | yangka
on Arabic to English translation and separates pre- 17 226 | God-rlu 859 | -nyangu
fixes and suffixes from the word stem. In contrast 18 256 | God-kurlangu 807 | -nyayirni
with our data, where we do not need to differentiate 19 255 | God-ku 804 | -wangu

between different affixes. We only have postfixes _ N ) )
although stacked on each other and playing differerj@0le 5: Warlpiri word count and postfix normalised

roles, so we treat all morphology uniformly. token count
3.2 Data characteristics mos common token after splitting, for example, is
We want to apply morphological preprocessing t@lready a suffix, beating normal root words. In the
Aboriginal languages to investigate its effect ortop 100, we observe 46 suffixes.

morphologically rich languages as opposed to mor- Furthermore if we look at the positions 17, 18 and
phologically poorer ones. In Warlpiri it is possible19 in the top 100 we see the same root word. If
to explicitly mark suffixes. We separate the sufwe treat these tokens literally for the PSMT machin-
fixes from the main word and treat them as indiery they are three completely separate tokens, but
vidual tokens. If we have the example sentencsurely they share some meaning. If we split them
Pina wangkaya yimi-kari (Say it again another way)  on hyphen, this partially reduces the data sparseness
where we observgimi-kari with yimi is word, sen-  problem.

tence and-kari is another; we thus separate this to Phrase-based translation still allows to treat the
Pina wangkaya yimi -kari. Now the SMT models split words with morphemes together and even map
can pick up the individual meaning fgimi and- them to a single English token. Because both the
kari where this previously could not have been doneaoot token and the separated suffixes are still in the
In situations where we finekari without the origi- same phrasal window, as far as the PSMT machin-
nal root word, we assume the SMT model can stilery is concerned it can still handle them together as
translate it. if they are one token.

As a first step to see if our intuition is right we In that case on the Warlpiri side the phrase has
have done a word count for both the original tokenseveral tokens. The difference is that it is now up to
as for the tokens when split on hyphen, to get an idee phrasal model to decide how to treat them, indi-
of the frequency distribution. Some words whichvidually or as a root suffix combination. Also the in-
are not frequent when counted by string match betividual components have been observed more often
come frequent if split on suffixes. Table 5 gives arin training, so the statistical accuracy for them indi-
overview of this distribution. vidually should be higher. The model can choose to

The most frequent word when split on suffixes aptise the phrase or the individual components.
pears less than ten times only by itself without split- .
ting. Also, some suffixes suddenly appear very high-3  EXperiment
in the frequency list when counting them as separatéor our baseline, we use the original corpus; we
tokens, while it is impossible for them to feature incompare this against the corpus where the words are
the top when we do not apply splitting. The thirdsplit on morphology. We verse-align them, because
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